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Answer any four (4) of the following five (5) questions.  Before beginning to answer a question make sure that you read it carefully.  If you are confused about what the question means, state any assumptions that you have made in formulating your answer.  Good luck!

1. Main memory database systems

In another decade we will almost certainly reach the point where most (say 95%) of the databases will fit into main memory.   Discuss the implication of this technology shift with respect to:

a) indexing techniques

b) query processing strategies

c) recovery strategies.

2. Multidimensional Data Structures

a)   You have a relation emp with just two attributes sal and age, and queries of the form “Find all emps with sal in the range s1 to s2 and age in the range a1 to a2”. You are considering the use of an R-Tree index.

i) What would the entries in the leaves contain?

ii) What would the entries in the parents of the leaves contain?

iii) What can you say about performance of range queries in comparison with a Grid File?

iv) Would you expect to see 2-disk access performance for exact-match queries?  Explain

b) Your DBMS only supports Grid File indexes.  You want to store a collection of 2-D spatial objects.  It is suggested that you do this by entering each object in every grid block that it overlaps with.

i) What are the potential problems with this approach?

ii) Ca you see a situation (data/queries) in which this could be superior to R-trees?

3.   Recovery in Parallel Database Systems
Consider a parallel database system implemented using the “shared-nothing” paradigm in which tables are declustered across multiple nodes (a unit of processor, memory, and secondary storage).  There are two alternatives with respect to the storage and maintenance of recovery information.  One approach is to have each “node” maintain its own log.  The second approach is to have a centralized log to which all nodes “write” log records.   Assume that the ARIES protocol is used in both cases. Discuss these two alternatives with respect to 

a)  transactions that commit normally

b)  transactions that are aborted

c)  checkpoints

d)  recovery from system failures of one or more nodes

To simplify the problem, you may assume that updates cannot change the value of the partitioning attribute of a table.

4.  On-line Analytical Processing

A new kind of query that arises in On-line Analytical Processing Applications are the so-called "top-K-queries", where you ask not for the entire set of objects that satisfy some qualification, but for the first K in some sorted order.  For example, the following pseudo-SQL query

   select top 10 salary

   from EMP

   where age > 50

requests the ten highest-paid employees that are above 50, while

   select top 5 salary

   from EMP, DEPT

   where EMP.dno=DEPT.dno and dname = 'toy'

requests the five highest-paid employees of the toy department.

a)  Assuming the absence of any indices, describe a processing algorithm

    for the first query that is more efficient than a conventional algorithm

    to process the corresponding regular, not-'top 10' query.

b)  Repeat the same, assuming the existence of any indices you see

    most convenient (i.e., that would process the query most efficiently).

c)  Assuming the absence of any indices, describe a processing algorithm

    for the second query that is more efficient than a conventional algorithm

    to process the corresponding regular, not-'top 5' query.

d)  Repeat the same, assuming the existence of any indices you see

    most convenient (i.e., that would process the query most efficiently).

5.  Database Design

The Globetrotters Club is organized into chapters.  The president of a chapter can never serve as the president of any other chapter, and each chapter gives its president some salary. Chapters keep moving to new locations, and a new president is elected when (and only when) a chapter moves.  The above data is stored in a relation G(C,S,L,P), where the attributes are chapters (C), salaries (S), locations (L), and presidents (P).  Queries of the following form are frequently asked and you must be able to answer them without computing a join:  “Who was the president of Chapter X when it was in location Y?”

1) List the FDs that are given to hold over G.

2) What are the candidate keys for relation G?

3) What normal form is the schema G in?

4) Design a good database schema for the club.

5) What normal  form is your schema in?  Is there any query that runs slower using your design than using the original schema for G?

6) Is there a lossless-join, dependency-preserving decomposition of G into BCNF?

